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Abstract

Systems for sensing location indoors are an integral part of pervasive computing applications. This paper explains the three techniques used for sensing location and the nine elements for classifying location systems.  Additional considerations for pervasive computing applications are mentioned.  Four indoor location systems are described and compared: one using sensors, Active Badge, Cricket and Place lab.
INTRODUCTION

With the rapid increase in mobile devices and mobile users, location information is becoming a critical part of computing applications.  GPS is becoming commonplace in new automobiles, and the Enhanced 911 rules mandate that cellular carriers be able to report the location of a cell phone. Pervasive computing applications need to know the user’s context, and location is an important indicator of what a user is doing.  This paper begins with an overview of location sensing techniques and cites several aspects of location sensing systems that need to be included when forming a taxonomy.  Additional aspects of location systems as they relate to pervasive computing are also mentioned.  The paper then describes some popular indoor location sensing systems and whether or not the researchers fulfilled their design goals.

The format of the paper is as follows:  the first section describes techniques used to calculate location; the second section lists a taxonomy of location-sensing systems; a short discussion of GPS follows; and finally examples of four location-sensing systems are provided. These include: Active Badge, a system using sensor fusion, Cricket and Place Lab. The paper then ends with the conclusions.

LOCATION-SENSING TECHNIQUES [8]
An object’s location is determined with respect to a reference point. Three techniques are used to establish this relationship, either distance (triangulation), similarity (scene analysis) or proximity. This section will briefly describe each technique.

Triangulation

Triangulation is probably the most familiar method of automatic location determination and also the most accurate of popular location systems. This method is based on geometry; given four measurements, an object’s position can be completely determined in 3D space. The measurements can either be distances, and this method is called lateration, or a combination of a distance measurement, two angles and an azimuth, which is called angulation. An example of angulation is the VHF Omnidirectional Ranging (VOR) aircraft navigation system, which uses ground-based transmitters at known locations. The transmitters transmit two signals, one with the ID of the transmitter and one which is phase-shifted so that the receiver can calculate the angle. Using signals from two VOR towers, the aircraft calculates its position.
Distances used for lateration can be measured using one of three methods: 
· Directly.  Direct measurements are done using a physical action such as extending a probe, which is currently not very practical for autonomous systems.  

· Time of Flight. Time of flight systems measure the difference between the time a signal is emitted and the time it is received. The signal can be emitted by the object itself, such as the ultrasonic locator belt developed at the e-textiles lab at Virginia Tech [2] or the signal can be transmitted by known reference points such as fixed beacons or GPS satellites. Two time-of-flight systems will be discussed later, GPS and the Cricket location system. 

There are two issues which have to be considered in time-of-flight systems, time synchronization and multipath effects. To measure the delay in a signal, the receiver and emitter must be synchronized. In the case where the emitter and the receiver are at the same location, time synchronization is automatic. Systems where the emitter is far away, such as GPS satellites, must include techniques to correct for time differences. 

Signals can reflect off of surfaces and create echoes that arrive at the receiver at a different time than the original, true signal. Receivers need to do computation to ignore later signals that are multipath effects of previous signals.

· Attenuation.  The third method of measuring distance is by measuring the attenuation in a signal sent by a known source. The intensity of a signal falls off with the square of the distance, so a receiver that can calculate the decline in intensity can also calculate the distance. This method is difficult to use in a location with obstructions because obstructions can disrupt the signal.  An example of a system that uses attenuation is the SpotOn [10] tag, which uses the received signal strength from other SpotOn tags to calculate inter-tag distances and deduce its relative position.

Proximity

Proximity to known reference points represents another method for determining an object’s location. Systems that store IDs such as phone records or toll booths with electronic passes record the location of a given person or vehicle at a specific time. Devices that use the closest beacon to determine their location, like Active Badge [14], also use this technique. Some systems, such as the Aware Home [1] at Georgia Tech Systems use RFID tags. The Aware Home has RFID reader antennas embedded in the doormats which read RFID tags attached to users shoes to determine which room the user has entered.
Scene Analysis
Scene Analysis is a technique using features of the environment to determine location.  Static scene analysis takes a snapshot and searches a database for an occurrence of that scene.  The database maps the scene features to specific locations. The features do not have to be visual, but could be other permanent features of the environment. An example of a static scene analysis system is the Place Lab [11] system which senses nearby radio frequency beacons and maps their signal strengths to latitude and longitude.  (The Place Lab system will be discussed in further detail in a later section of this paper.)  Differential scene analysis tracks the differences between successive scenes to determine movement and location. The sensor fusion system discussed later is an example of differential scene analysis because it uses the changes in the sensor readings as the user moves to determine transitions between predefined locations.
One advantage of scene analysis is that it is passive, requiring less power because no signals are generated. The disadvantage is that a database needs to be pre-built to map features to locations. Any changes to the environment can invalidate portions of the database, making the system difficult to maintain.

TAXONOMY OF LOCATION SYSTEMS

Hightower and Borriello [9] created a classification of location systems for mobile-computing applications.  They list nine aspects of location systems that can be used to determine which system is best for a given application.
The nine aspects of location systems to consider are:

· Technique

· Information Provided

· Absolute vs. Relative Positioning

· Localized Computation

· Accuracy and Precision

· Object Recognition

· Coverage and Scale

· Cost

· Limitations

Technique 

Current techniques for location sensing, as discussed above, include triangulation, proximity, and scene analysis. Each has its advantages and disadvantages with respect to different applications because of the necessary equipment and required computations.

Information Provided
Location systems can also be categorized by the type of provided information.  There is physical position such as the latitude, longitude and altitude reported by GPS receivers. Symbolic location information simply describes the location.  An example of symbolic location is “Room 2010 Torgersen.”  Physical location can be translated into symbolic location if the resolution is fine enough. For example, a resolution of 10 m may not be adequate to determine in which office an object is located. The database needed to map physical location to symbolic location also needs to be populated.  Conversely, symbolic location, such as a room, may be more coarse-grained than the latitude and longitude. The acceptable margin depends on the application.
Likewise, physical location can be deduced from symbolic location if additional reference points are known.  An example of this is done by the Cricket system.   The Cricket listener reports a distance from a beacon which is a symbolic location.  An additional software module that includes the exact location of the beacons uses trilateration to determine physical location within 3 cm. 

Absolute vs. Relative Positioning

Some location systems, such as GPS, report absolute positions, such as latitude and longitude. Systems that report absolute positions use a shared reference system; the same result is reported even if different receivers are used. Other systems use relative positioning, such as the SpotON adhoc tag, which reports which tags are in its vicinity.
Localized Computation

The calculations to determine location can be done by either the object itself, or by the external infrastructure. For example, GPS receivers calculate their own position. The advantage of having the infrastructure calculate an object’s location is that it puts the burden of calculation on the infrastructure, which allows the location device to be low power and inexpensive.  The disadvantage is that a system may not scale well when the area is expanded or if the number of objects to be located increases.

Local calculation ensures the privacy of the information and leaves the control of the information in the hands of the user. In systems where the external infrastructure determines location, privacy can also be ensured by an access control policy. In this case, the user needs to trust the access control policy.  However, the success of the Active Badge system shows that users are willing to relinquish control if it serves a useful purpose.
Privacy and trust are such crucial issues to the adoption of location systems that the handling of location information could be considered another category in this taxonomy.  However, in most systems, location is simply reported by the system and then other software components act on or broadcast the information.  For example, a Cricket listener simply reports which beacon is the closest.  An additional client module transmits that information to a discovery service, which of course, conflicts with the privacy that the Cricket system ensures by calculating its position locally.
Accuracy and Precision

Accuracy indicates the granularity of the location measurement whereas precision represents a measure of how often the system is correct. Both need to be considered when selecting a location sensing system. Less accuracy can result in more precision; if the system does not have to be absolutely correct, it may be ‘mostly’ right more of the time. Accuracy requirements depend on the application. A high degree of accuracy is required when landing planes in times of poor visibility, but an application that queries if an object is within a given room requires less accuracy.

An application may need adaptive accuracy.   For example, an application to locate people may report the room location of people in the same building, but only the building name for people somewhere else on campus, and only the city name for people who are farther away.
Coverage and Scale

Coverage of the system describes the size of the area in which objects can be located.  Scale refers to the number of objects that can be located. GPS covers the world and can locate an unlimited number of objects. RFID readers currently identify only one object at a time. 
Future scalability is another important issue when selecting a location system. What will be involved in expanding the system?  Some systems can be expanded simply by adding infrastructure and devices. In contrast, the performance of systems that depend on databases to map features to locations could degrade as the coverage and scale increases.  The database could eventually become too large to fit on a mobile device.
‘Localized scalability’ is a phrase first used by Satyanarayanan in [13].  Instead of the Internet notion of scalability, where all information is available at any time, regardless of distance, ‘localized scalability’ requires that the number of interactions decrease as distance increases.  This is done to preserve bandwidth, computation and to remove extraneous information.  For example, if a SpotON tag is in a warehouse full of tags, it may not be efficient to calculate intertag distance from every tag that it can sense, but rather to limit itself to the closest few tags.  In another example, if a device is querying for a printer, it does not need a list of every printer on campus, just the printers nearby.  As the size of a location system increases, additional features may need to be added to ensure ‘localized scalability.’

Object Recognition

Some applications may require that the system be able to identify the object being located, such as the Active Badge system which identifies the locations of employees in a building or a luggage-tracking application in an airport.  Systems that need to recognize objects need to be able to read an object’s identifier, find it in a database and map the identifier to a description or name. 

Cost Limitations

Naturally the cost of implementing a location system is an important consideration. This cost includes not only the cost of the infrastructure (if there is any) and the devices, but also the time and personnel costs to install the system, train it if necessary and populate databases.  In portable devices, the lifetime of the battery should also be considered an important cost, as well as the effort required to change the battery. 
PERVASIVE COMPUTING
Location is such an integral part of pervasive computing that several other issues need to be considered when classifying location systems. Satyanarayan [13] discusses several aspects of pervasive computing systems that relate to location sensing systems. Some issues were mentioned above, including privacy and trust, energy management and localized scalability. Other issues include uneven conditioning, minimal user distraction, and adaptive behavior.

Uneven Conditioning

‘Uneven conditioning’ refers to the fact that, as a mobile device moves, the resources available in the environment may change or completely disappear.  Ideally, applications should process these changes in such a way as to not distract or disrupt the user.  At a minimum, the application should degrade gracefully. Depending on the long term uses of the location system, consideration should be taken into account for the system’s response to less-than-perfect environments. In the example of GPS, how the receiver responds in an urban canyon or other restricted view is critical.  Does it report the closest result, with an estimation of error or a quality metric or does it refuse to report a position?

Minimal User Distraction

Another well-known design goal for mobile devices is minimization of the interactions required by the user. Ideally, the location system is invisible to the user. For example, the Active Badge designers decided not to put an on/off switch on the badge specifically so that users wouldn’t need to remember to turn their badges on and off. Any device that requires user interaction in order to calculate position or that requires too much time to do the calculations may eventually be perceived as an irritation. 
Adaptive Behavior

An application may need a location system that can adapt itself to different conditions, such as low remaining battery life.  A location system may be needed that can bridge or work with other systems.  For example, Place Lab [11] maps to latitude and longitude, which may not be directly useful indoors, but may be useful information when switching between indoor and outdoor environments.

The remainder of this paper describes a variety of location systems: GPS, Active Bat, a system using multiple sensors, Cricket and Place Lab.  Each section includes the goals of the researchers, their methodology and their results. The conclusion to this section includes a table that compares how the different location systems fit into the taxonomy previously described.

GLOBAL POSITIONING SYSTEM

Although the Global Positioning System is not used for indoor location sensing, it is discussed here because it represents a familiar system to most users a, and it can be compared to other systems. GPS is an example of a location system that uses trilateration by calculating distance by time-of-flight.

The GPS is a satellite navigation system controlled by the U.S. Department of Defense. It currently consists of a constellation of 24 satellites which orbit 11,000 miles above the earth, circling the earth twice daily. Each satellite transmits coded signals, which a receiver uses to calculate its distance from the satellite. When a GPS receiver is in sight of four satellites, it uses the four signals to compute four unknowns: latitude, longitude, altitude and time. Accuracy is currently within 10 m (for mobile devices). Additional reference points which can supply correction data to GPS receivers, such as differential GPS, the Wide Area Augmentation System (WAAS) or the Local Area Augmentation System (LAAS) [5] can greatly improve accuracy. 
A user can purchase a GPS receiver for under $100. That doesn’t include the cost to the Department of Defense, which spends approximately $400 million each year to maintain the satellites. [15]

In many ways, GPS is an almost ideal location sensing system, because it is low-cost, with excellent coverage, accuracy and scalability.  The disadvantage is that it only works outdoors, away from obstructions.
ACTIVE BADGE

The Active Badge [14] project was developed and implemented at Olivetti Research in the early 1990s. The goal of the project was to find a method to efficiently locate and coordinate staff in a large organization.  The solution in use at the time was to either page the person in question and hope that they heard and responded to the page, walk the halls to locate the individual in question, or call a likely gathering place like the lab. 
A tag was developed to be worn by staff members during the work day while they were physically located in the building.  The original badge, shown in the lower left of Figure 1, fit into a 55x55x7 mm package and weighed 40 grams.  Every 15 seconds, an IR emitter on the badge sent a unique identification code for a duration of 0.1 seconds. Networked sensors located on the ceilings and high up on the walls recorded the data until they were polled and the data were sent to a master station. The time between signals was selected to avoid collisions between badges and to save energy. The beacon oscillator was purposefully built with low-tolerance parts so that two badges would not remain synchronized for more than a few beacon periods. 
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Figure 1 Four Generations of Active Badges (Photo from http://www.uk.research.att.com/thebadge.html)

Battery life was a consideration in the design.  With the potential of having hundreds of devices in one location, it was impractical to change batteries frequently. The badges were designed with light sensors. In areas of low light, the period between signals would increase, further conserving the battery and ensuring that two badges would not stay synchronized.

[image: image2.emf]
Figure 2 Active Badge Client display (Figure from [14])
A client program queried the master station and displayed the name, location, nearest phone extension and a probability, as shown in Figure 2. The probability display indicated not only the probability that the information was correct, but, in the case of a tag/user that had not been logged for some time, indicated either the last day the tag was logged, or, if it had been over one week, simply displayed ‘AWAY’. The client software, initially designed to aid a telephone receptionist in forwarding calls, included the commands listed in Table 1.

Table 1 Active Badge Client Commands

	Command
	Function

	FIND (name)
	Display the current location and the locations of the last 5 minutes for name.

	WITH (name)
	List the badges near a given badge.

	LOOK (location)
	List the badges in a given location.

	NOTIFY (name)
	Sound a notification sound when name is located.  This command was used to remind the receptionist to pass along important messages when a user returned to the building after being gone.

	HISTORY (name)
	Display the last hour of locations for name. The time period was limited to one hour to preserve privacy.


The initial trial was successful. Despite initial fears about the lack of privacy, many employees continued to use their Active Badges after the initial mandated period was over. The receptionist saved time by not having to walk the halls or call around looking for people, and the lab staff appreciated the reduction in interruptions. Employees didn’t need to wait in their offices for important phone calls; they relaxed knowing that the call would be redirected to wherever they were.

The Active Badge is still in use today, with over 1500 badges and 2000 sensors deployed. The badges have been redesigned to afford bidirectional communication, a 48-bit address (increased from the 5-bit code used in the first version) and the interval between signals was shortened to 10 seconds. The Active Badge Next Generation project [4] uses the Active Badge system to display tags’ locations on a floor plan of the building, as access keys, to set personalized heating and lighting levels, and of course, to forward phone calls.
SENSOR FUSION

Golding and Lesh [6] sought to create an indoor location sensing system that was inexpensive and required no additional infrastructure or modifications to the building. Their idea was to use a variety of sensors to infer the user’s location from signals that occurred naturally in the user’s environment. They built a utility belt that included a 3D accelerometer, a 3D magnetometer, a fluorescent light detector and a temperature sensor. Attaching the sensors to a belt oriented the sensors and allowed them to identify their relative locations. The analog outputs from the sensors were input to an A/D card in the user’s laptop, which sampled the sensors every 50 msec. The laptop also performed the location calculations. The prototype is shown below in Figure 3.
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Figure 3 Prototype of Wearable Navigation System (Photo from [6])
The goal of the navigation system was to learn a model of the ‘world’ at training time and to use this model to infer the location at test time. The ‘world’ consisted of five locations/transitions: an office, an arch, a stairway (‘upstairs’ and ‘downstairs’) and a ping-pong room downstairs. The training consisted of the user following a predetermined itinerary and clicking a button whenever a new location was entered.  The resulting training data was a set of sensor readings that corresponded to a given location. 

The authors found that the raw sensor data did not correlate well to location sensing.  One situation is that of the fluorescent light sensor.  At test time, if the user was in a room with a bright light, it would deduce that the user was in whatever location was most brightly lit at training time. The sensor data needed to be ‘cooked’ or processed to yield high-level information that could be used by the training system.  The output from the fluorescent light sensor was processed to indicate if the lights had been turned off. In addition, the output from the Z accelerometer was not used directly. Instead, it was found that the variance of the signal was a strong indicator that the user had gone down the stairs. Additionally, sensor outputs would occasionally drift, so the difference between the current value and the values of last few minutes was used. Noisy sensor values that simply oscillated in an intermediate range were ignored. 
The navigation system used the computed features, along with the training data and the knowledge of the user’s previous location (dead reckoning) to determine the user’s location.  The final result was that the system took approximately five seconds to settle on a location for the user with an error rate of only 2%. This result showed that it is possible to use cheap, wearable sensors, with some preprocessing and machine learning to deduce location.
CRICKET

The Cricket [12] location support system was built at MIT in 2000 as part of Project Oxygen. There were five primary goals of the Cricket system: user privacy, decentralized administration, network heterogeneity, low cost and accuracy to a portion of a room. Privacy was supported by having the device compute its own location.  The device could then broadcast its location. Decentralized administration is necessary to make the system scalable and easy to use. Additional devices can be installed without significant setup procedures. The goal of network heterogeneity signifies that the Cricket system can work in any environment with or without an existing network and is not restricted to any specific network. The initial goal for the cost of the system was under $10 for the beacons and receivers, but the current price is $225 for one Cricket Mote [12]. The final goal of granularity to a portion of a room was to support context-aware applications that could query for available services in the nearby area (for example, printers). It was felt that this coarse granularity was sufficient for many applications. 
[image: image4.emf]
Figure 4 Cricket Hardware.  This board can function as a beacon or a listener. (Photo from Cricket User Manual http://nms.lcs.mit.edu/projects/cricket/v2man.pdf)
The Cricket system works in the opposite manner as the Active Badge.  Instead of sensors on the ceilings that sense which badges are in a room, the Cricket beacons are attached to the ceiling and transmit a location identifying string to listeners which are attached to mobile or fixed devices.

A radio frequency signal is emitted by the Cricket beacon at random time intervals within a specified window. The signal contains seven bytes of location information, such as “Room315” and a unique identifier. At the same time that the RF signal is transmitted, an ultrasonic pulse is also emitted. The listening device hears the start of the RF message, and enables its ultrasonic receiver. The listener then calculates the time difference between the start of the RF signal and the ultrasonic pulse. After several samples, the listener can determine to which beacon it is closest. This method evaluates position within a four-by-four foot region within a room. 

The various beacons can not be strictly scheduled because no central control exists. The random time interval between signals is used to avoid collisions and to prevent two beacons from being synchronized.  The Cricket beacons transmit, on average, four times per second with a minimum period of 150 ms and a maximum period of 350 ms. The rate of the RF signal is selected so that the ultrasonic signal arrives while the listener is listening to the RF signal, therefore providing the correlation between the RF and ultrasonic signals for a particular beacon.  

The listener is attached to device that is connected to the network, like a laptop, a handheld or a printer. These devices determine what to do with the location information.  The printer may send its location to a service database. The laptop or handheld can do further processing. If the listener reports the identities and distances from three beacons, and the exact locations of those beacons are known, the device can determine its location to within 3 cm. 

Once the device has determined its location, it can use the information as it desires. It could use the location as part of a query to a discovery service to fetch a list of the available resources (printers, projectors, TVs) in the nearby area. It could also download a map of the area and display its position on the map.
Other than the cost, the designers of the Cricket system have met their goals of user privacy, decentralized administration, and freedom from any specific network.  The accuracy has improved from the initial goal of a ‘portion of a room’ to within 3 cm. 

PLACE LAB
The creators of the Place Lab [11] location-sensing system were dissatisfied with two aspects of currently available systems.  First, current systems, such as GPS, don’t work where people spend most of their time, which is indoors. The second point was that current systems are expensive to implement in that they require infrastructure to be installed, take time to set up, and usually store the location information in a central location, which doesn’t protect privacy.  The goals of the Place Lab project were four-fold: to provide broad coverage, to protect privacy, to have a lost cost of entry and implementation and lastly, and as the lowest priority, to provide precision and accuracy.  The accuracy of the system was considered a lower priority than the other goals, because in many cases, even a coarse determination of location is useful information. 
The Place Lab system has three main components, pictured in Figure 5.  The first component consists of radio beacons, which, due to the popularity of WiFi, can be found almost anywhere where people congregate.  The Place Lab system can be used with 802.11 wireless access points, GSM cellular towers and Bluetooth radios. The second component is the beacon databases, which map signal strength readings to location. Most of the information in the databases comes from two sources; it’s either enterprise information collected by a company or university that knows the locations of their access points, or by war driving volunteers, who drive around a location with a laptop equipped with 802.11 and a GPS device.  At various locations, the users log their location and the signal strengths of the radio beacons in the area. These logs are posted to the Internet at sites like www.wigle.net and can be downloaded for integration into the Place Lab system. The third component of the Place Lab system is the client software which determines location.
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Figure 5 Components of the Place Lab Architecture (From [11])
The Place Lab client software also has three main components: the Spotter, the Mapper and the Tracker programs. There is one spotter for each radio protocol that Place Lab uses, currently 802.11, GSM and Bluetooth. The spotter program monitors the radio frequency and reports any beacons found.  For example, the WiFiSpotter displays a list including the MAC address, the SSID and the RSSI (received signal strength indicator) for each 802.11 beacon discovered. The Mapper is the part of the program that knows the location (in latitude and longitude) of the beacons. The tracker software combines the spotter’s report with the information in the mapper to determine location. The tracker software can be as simple and straightforward as plotting the intersection of different beacons to determine location.  The tracker can also apply a Bayesian particle filter that can use beacon range information and infer direction and velocity. 
In order to meet the goal of having low implementation costs, most of the Place Lab code is written in Java 2 Micro Edition, with five different methods of communication with applications: by direct links, by using a daemon that processes HTTP requests, by a web proxy that will append location data to outgoing HTTP requests, by the Java location API (JSR 179) or by emulating a GPS device attached to the serial port by emitting NMEA 0183 messages in the same format as produced by GPS devices.

Because the number of beacons varies with the environment, there are not exact measurements for Place Lab’s time-coverage and accuracy. Two experiments were conducted to measure the coverage and accuracy of Place Lab and how they vary by beacon density and beacon technology. The first experiment was to see which beacon technologies had the best coverage (802.11 or GSM), and the results show that GSM had the best coverage, as shown in Table 2. 
Table 2 Results of Place Lab Coverage Experiment (Table from [11])

[image: image6.emf]
The second experiment was conducted to confirm that beacon density matched population density and to measure accuracy.  Three different population areas were studied: downtown Seattle, a residential area and a suburb.  The first half of the experiment consisted of collecting data to train the system. The second part of the experiment tested the Place Lab system. The results, shown in Table 3, show that using 802.11 beacons results in better accuracy. The difference in accuracy between using GSM towers and 802.11 antennas is due to the difference in cell size. GSM towers cover a large area and their placement is planned so the cells do not overlap much. WiFi cells are smaller and overlap. The results from the beacon density study show, that with signals from 4 or 5 beacons, Place Lab can determine location within approximately 14m of interpolated GPS readings, if the client software uses Bayesian filtering to improve accuracy. Since GSM has better coverage, combining both 802.11 and GSM beacons provides the best coverage with accuracy close to that of 802.11 alone. 
Table 3 Results of Place Lab Accuracy Experiment (from [11])

[image: image7.emf]
The success of Place Lab is also shown by its wide adoption as an inexpensive and portable solution for determining location. Its largest use is probably in the ActiveCampus project at USCD [7]. It’s also used in Topiary [16], which is a prototyping tool that lets a developer sketch out a location-based application and test it on users. Place Lab has also been used to provide location to location-oriented websites like http://local.google.com and http://a2b.cc.  The Place Lab listserv currently fields many requests from users implementing Place Lab for their own projects. Several additional projects are listed on the sidebar of Intel’s Website (http://www.intel.com/research/exploratory/location
.htm).
CONCLUSIONS
The systems mentioned, Sensors, Active Badge, Cricket and Place Lab, each fall into a unique place in the taxonomy listed by Hightower and Borriello, as shown in Table 4. They each use different techniques to determine location. Even though Active Badge and Cricket both use proximity to a beacon to determine location, they work in opposite directions. In the Active Badge system, the listener is on the ceiling and the beacon is in the badge. The Cricket system installs the beacon on the ceiling and the listener on the device.  Place lab uses static scene analysis by comparing signal strengths to a snapshot of signal strengths recorded in the past.  The Sensor belt also uses scene analysis, but it uses differential scene analysis since it triggers on transitions between known locations, not static snapshots.
The sensor system, Cricket and Active Badge each report a symbolic location, while GPS and Place lab report an absolute location in latitude and longitude.   With additional information, one can be translated into the other.

All four systems report absolute position, as opposed to a position relative to some other possibly mobile reference point.  Accuracy varies widely between systems, with some reporting position down to the cm level and some within 10s of meters.  They also vary widely in coverage.   Systems that require infrastructure and/or databases are limited to areas with the installed infrastructure or developed database.  Despite the fact that Place lab uses a database of access point signal strengths, it is still considered to have wide coverage due to the ease of adding new areas to the database and to the public availability of the databases.

Any device that computes its own location already knows its identity, so object recognition is only explicitly required in systems where the computations are done by the infrastructure, such as the Active Badge system.

Finally, cost varies widely between systems, from the inexpensive sensors used by Golding and Lesh to the thousands of dollars needed for a Cricket system.   

Despite their differences, each of the systems reviewed was successful in meeting the designer’s main goals. The sensor belt developed by Golding and Lesh was able to infer a user’s context from a set of cheap sensors.  Active Badge has stood the test of time and is still in use in various companies and universities.  The Cricket system supports the goals of privacy, ease of use, scalability and accuracy.  The enthusiasm for Place Lab and its wide acceptance demonstrates its success.

Location sensing systems will continue to improve (and hopefully come down in price) in order to support all types of pervasive computing applications.  A useful taxonomy is an essential part of evaluating location systems for potential applications. 

Table 4 Classification of several Location Systems

	
	
	GPS
	Sensor Fusion

(Golding&Lesh)
	Active Badge
	Cricket
	Place Lab

	Technique
	Triangulation
	(
	
	
	(
	

	
	Proximity
	
	
	(
	(
	

	
	Scene Analysis
	
	( (differential)
	
	
	( (static)

	Location
	Physical
	(
	
	
	Can be derived from symbolic information
	(

	
	Symbolic
	
	(
	(
	(
	Can be derived from physical location.

	Position
	Absolute
	(
	(
	(
	(
	(

	
	Relative
	
	
	
	
	

	Location computed by:
	Object 
	(
	(
	
	(
	(

	
	Infrastructure 
	
	
	(
	
	

	Accuracy
	
	Better than 10m.
	Within an pre-described area.
	Within a room.
	Using proximity, within 4 feet. Using trilateration, within 3 cm.
	Approximately 14 meters.

	Coverage/Scale
	
	Outdoors where 4 satellites can be seen.
	Limited to trained area.
	Limited to areas with sensors.
	Limited to areas w/ sensors
	Limited to areas in DB and areas w/ beacons.

	Object Recognition
	
	No, but the listening device knows its identity.
	No, but the listening device knows its identity.
	Yes – it knows the badge’s ID.
	No, but the listening device knows its identity.
	No

	Cost
	
	Cost depends on the quality of the receiver. Price is > $100.
	Cheap. 
	Inexpensive parts, but sensors have to be deployed everywhere.
	Expensive.
	Cheap. No additional infrastructure required. Mobile device needs 802.11 wireless NIC.
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